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Key Definitions

Artificial Intelligence (AI): A machine-based system that, for explicit or implicit objectives, infers 
from the input it receives how to generate outputs such as predictions, content, recommendations, 
or decisions that can influence physical or virtual environments. Different AI systems are designed to 
operate with varying levels of autonomy and adaptiveness after deployment (OECD, 2024).

Generative AI (GenAI): Generative AI systems are AI models that can generate outputs such as 
complex text, images, audio, or video, often resembling human-created content, based on patterns 
learned from large datasets (European Union, 2024). The mainstream release of tools like ChatGPT 
in late 2022 brought global attention to GenAI.

Evidence: For the purpose of this paper, evidence is information that has been systematically 
collected and analysed in such a way that it can be trusted as a sound basis for conclusions 
(adapted from OECD, 2023). This definition focuses on documented outputs from research, 
monitoring, and evaluation and excludes anecdotal knowledge.

Evidence Ecosystem: The complex and dynamic system comprising evidence producers, 
evidence translators, and evidence users, including researchers, evidence intermediaries (e.g., 
knowledge brokers, think tanks), and core stakeholders such as policymakers and practitioners 
(including teachers and school leaders). This system is governed by an operating environment of 
policies, incentives, and power structures that govern their interactions (United Nations, 2025). AI is 
not merely a tool but an intervention that can reshape the relationships and power dynamics within 
this ecosystem (Results for Development, 2024).

Evidence Synthesis: The process of generating secondary research, which is described as a key 
component of evidence-based policy. It involves a workflow of tasks including problem formulation, 
searching, screening, data extraction, evidence quality appraisal, interpretation and summarising. 
This includes literature reviews, systematic reviews, meta-analyses, and scoping reviews.

Evidence Uptake: This refers to the activities of ensuring that research findings are effectively 
communicated and used to inform policy and practice.

Human-in-the-Loop: A model for Human-AI collaboration where a person provides oversight over 
an AI tool. 

Large Language Model (LLM): A type of artificial intelligence model trained on massive datasets 
of text and code. LLMs can understand, summarise, translate, predict, and generate new text in a 
human-like manner, forming the basis for many generative AI applications.

Living Evidence Synthesis: A model where AI is used to update evidence continuously, 
representing a shift from static reports to syntheses that are revised in near real-time.

Low- and Middle-Income Countries (LMICs): In this paper, the term “low- and middle-income 
countries (LMICs)” is used in accordance with the World Bank’s income classification system, which 
categorises countries based on gross national income (GNI) per capita. Where relevant, the paper 
also adopts a broader, contextual understanding of LMIC settings, recognising that income-based 
classifications cannot fully account for variation within and across countries.

Machine Learning (ML): A subfield of artificial intelligence where computer systems are trained on data 
to learn and adapt without following explicit instructions. ML algorithms build a model based on sample 
data to make predictions or decisions rather than being explicitly programmed to perform the task.

Natural Language Processing (NLP): A field of artificial intelligence that focuses on enabling computers 
to understand, interpret, and generate human language. NLP combines computational linguistics with 
machine learning models to process text and speech data for tasks like translation and summarisation.
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Executive Summary

The global education community is at the cusp of a potential paradigm shift given the widespread 
availability of artificial intelligence (AI), which is poised to fundamentally reshape education more broadly, 
and in particular the evidence ecosystem. While AI is impacting all aspects of social and educational 
research, including primary data collection and analysis, the focus of this working paper is on secondary 
research. The paper:

	� Explores how AI can support the synthesis, translation, and use of education evidence in low- and 
middle-income countries (LMICs).

	� Maps current and exploratory applications of AI across key stages of evidence synthesis and uptake, 
describing how these applications are currently used in practice.

	� Assesses the opportunities, risks, and equity implications of these applications, including the trade-
offs between efficiency gains and longer-term impacts on evidence integrity, governance, and power 
dynamics in LMIC evidence ecosystems.

	� Proposes a principles-based strategy to guide responsible, equitable engagement with AI in 
education evidence synthesis and use.

This working paper is a rapid analytical overview rather than a systematic review. It draws on targeted 
literature searches, expert consultations, and interviews with organisations using AI in education evidence 
synthesis and uptake. AI-assisted research tools were used to support literature discovery, synthesis, and 
drafting, with all outputs reviewed, verified, and substantially edited by the author. The principles and ways 
forward proposed in this paper were developed iteratively through analysis of the literature, synthesis of 
emerging practice across use cases, and feedback from the BE² Steering Committee and a dedicated AI 
Working Group convened for this work.

The paper is intended to foster reflections among BE² members, provide insights into what different 
organisations are already doing with AI in education evidence and research, and stimulate discussion and 
exploration of collaboration opportunities. It is not a technical review for AI specialists, but rather a framing 
document to help BE² members and other evidence ecosystem actors, such as funders, ministries, and 
researchers, consider how AI might be responsibly integrated into education evidence synthesis and 
uptake work.

Improving the Evidence Ecosystem

AI presents opportunities to address long-standing challenges in the evidence pipeline, particularly in 
LMIC contexts. By automating workflows, augmenting human insight, and democratising access, AI has 
the potential to make the evidence synthesis and uptake cycle faster, more insightful, and more inclusive 
for researchers, practitioners, and decision-makers, particularly in LMIC contexts. Without deliberate 
mitigation and governance, however, these same tools risk reinforcing or widening existing disparities. 
Some applications, particularly those that directly inform policy decisions, are high stakes and require 
strong human oversight, governance, and quality assurance.

These are some examples of AI applications in research synthesis, uptake and use, and their intended 
benefits:
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	� Evidence Synthesis: The production of secondary research, such as systematic reviews, is 
notoriously slow and expensive. AI tools are being deployed to accelerate this process at various 
stages. Machine learning algorithms can semi-automate the systematic searching and screening 
of thousands of articles, with studies showing workload reductions of over 50% (Abogunrin et al., 
2025). For data extraction, Large Language Models (LLMs) are being piloted to pull specific data 
points from full-text studies, while AI-assisted evidence maps can visualise research landscapes and 
identify critical gaps.

	� Evidence Uptake and Use: Bridging the gap between research and policy or practice is a persistent 
challenge. AI offers potential ways to make evidence more accessible and actionable, but the 
appropriateness of these applications varies by use. LLMs can support the assisted drafting of policy 
briefs and research summaries, though this is a high-stakes application that requires rigorous 
human review and verification to avoid errors, oversimplification, or misinterpretation. Multilingual 
translation tools are helping reduce language barriers, making global evidence available to diverse 
linguistic communities, with new models expanding high-quality translation for dozens of languages. 
Furthermore, AI-powered interfaces like chatbots provide a novel way for users like teachers, 
administrators, and officials to query complex research findings using natural language.

Problems, Risks, and the Imperative for Governance

While the potential benefits of AI are substantial, they are accompanied by significant problems, harms, 
and risks that can threaten evidence integrity and exacerbate existing inequities. A core challenge lies in 
the fact that AI systems inherit and can amplify the biases present in their training data, which is heavily 
skewed towards English-language research from the Global North. Consequently, AI use is not warranted 
in all applications, and mitigations can lower risks but not remove them. In addition to the significant 
environmental and social costs of using AI, other primary problems and risks include:

	� Risks to Evidence Integrity
a.	 Inaccuracy and Opacity: AI models can produce factually incorrect outputs and invent sources 

(“hallucinations”) or misinterpretations in context, posing a threat to the integrity of evidence-
based policymaking. The “black box” nature of many models makes it difficult or impossible to 
scrutinise their reasoning.

b.	 Misinterpretation in Context: An AI model may fail to grasp the nuanced terminology or 
contextual factors for a specific setting, leading to flawed data extraction and incorrect conclusions.

	� Equity and Inclusion Risks
a.	 Amplified Bias: AI trained on the skewed global evidence base can perpetuate and deepen 

these biases, continuing to marginalise local evidence and knowledge systems from LMICs.
b.	 Dependency and Digital Divides: Uneven access to proprietary AI platforms risks creating a 

new digital divide, locking LMIC institutions into expensive, inflexible technologies marketed and 
controlled by external vendors and commercial entities.

Addressing these problems and risks requires robust ethical frameworks and governance. Key ethical 
considerations from organisations like UNESCO and the OECD - which emphasise proportionality, 
accountability, transparency, and fairness - can provide a foundation (OECD, 2024; UNESCO, 2021a, 
2023). A central question is defining what constitutes “good enough” AI performance. This demands 
rigorous benchmarking against standardised metrics and comprehensive quality assurance protocols 
that embed a “human-in-the-loop” to verify outputs, especially for high-stakes applications.
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The Way Forward: A Principles-Based Strategy

To navigate this complex landscape, an education-led, human-centred, ecosystem-focused approach is 
advisable, in which human capacity, governance, financing and infrastructure work together to ensure AI 
equitably serves learners and their societies. This working paper proposes five principles to guide AI and 
education evidence synthesis and use:

1.	 Invest in Foundational Public Infrastructure: Prioritise long-term, sustainable investment in open-
source tools, multilingual datasets, and Digital Public Infrastructure (DPI).

2.	 Ensure Robust Data Privacy and Security: Implement strict protocols to protect sensitive data and 
intellectual property.

3.	 Govern Early, Proactively, and Inclusively: Establish clear internal policies and ethical guidelines 
before large-scale AI adoption, ensuring decision-making processes are inclusive and led by LMIC 
stakeholders.

4.	 Foster a Culture of Critical Learning and Adaptation: Build broad AI literacy among all actors to 
encourage informed and critical consumption of AI outputs, and commit to transparency by disclosing 
the tools and methods used.

5.	 Strengthen LMIC Leadership and Capacity: Enable LMIC actors to increasingly serve as creators 
and owners of relevant AI tools and expertise, rather than primarily as consumers of externally 
developed technology.

In conclusion, AI comprises a powerful set of technologies that has the potential to reshape education 
evidence ecosystems. While its capacity to accelerate and broaden access to evidence is significant, 
so too are the risks of inaccuracy, exclusion, and the reinforcement of existing inequalities. This paper 
demonstrates that the risks associated with AI use in education evidence systems cannot be eliminated, 
but they can be better understood, mitigated, and governed. By adopting an ecosystem-focused 
approach that strengthens human judgment, institutional capacity, and public infrastructure, the global 
education community can engage with AI in ways that more responsibly shape evidence systems and 
support more equitable and effective decision-making over time.
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Introduction and Framing1

The global education research community is navigating a technological and digital transformation 
increasingly influenced by various AI tools. This could represent a paradigm shift, not only for education 
institutions, teachers and learners, but for the entire education evidence ecosystem. This ecosystem is 
the complex and dynamic system comprising evidence producers (like researchers), evidence translators 
(like intermediaries, knowledge brokers, and think tanks), and evidence users (like policymakers and 
practitioners). AI is not merely a new kind of technology within this system; its presence and proponents 
are poised to amplify or reshape the relationships, power dynamics, and processes that connect these 
actors.

AI can alter how research questions are conceived, how vast bodies of literature are synthesised by 
intermediaries, and how findings are communicated to decision-makers (Karlstrøm, 2024). The potential to 
increase the speed, scale and efficiency of this work seems to be immense, holding promise for countries 
classified as low- and middle-income by the World Bank (World Bank, n.d.).

However, this technological potential is accompanied by significant risks that threaten the evidence 
ecosystem’s health and equity. AI tools are shaped by a global technology landscape where resources, 
power, data, and influence are concentrated in the Global North (Yu, Rosenfeld and Gupta, 2023). Without 
careful governance, their deployment risks perpetuating and exacerbating existing inequalities (Olurinola, 
2025). Responsible adoption requires moving beyond the hype and deliberately weighing potential gains 
against foreseeable harms. It demands a focus on local ecosystems, capacities, and governance to 
ensure AI is used ethically, equitably and for the genuine benefit of all learners and their societies.

The AI Revolution in Education Research: A Paradigm Shift for 
Evidence Ecosystems1.1

This working paper is intended for BE² members and partners, particularly education research funders, 
evidence intermediaries, and policy actors engaged in commissioning or using evidence in low- and 
middle-income countries (LMICs) contexts. Its purpose is to inform BE² member strategy on AI in 
education evidence synthesis and use by 1  mapping current applications, 2  highlighting equity and 
governance considerations, and 3  identifying priority areas for joint action and investment.

The paper examines AI tools designed to find, appraise, map, summarise, translate and mobilise 
existing evidence, from machine learning (ML)-assisted systematic reviews to AI-generated policy 
briefs and multilingual translation. Given space and time constraints, it explicitly excludes the use of AI 
as a direct pedagogical tool for students (e.g., AI tutors) and for primary data collection and analysis but 
recognises that these are important areas of AI application.

The types of AI discussed in this paper are varied, reflecting the rapid evolution of the field. Many 
applications leverage Large Language Models (LLMs), a form of Generative AI, for tasks that involve 
creating new text. This includes the drafting of policy briefs, the summarisation of research, and LLM-

Purpose and Scope1.2
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assisted data extraction. The paper also examines conversational interfaces like data chatbots that use 
LLMs to provide synthesised answers from a knowledge base. Beyond generative tools, the analysis 
covers established Machine Learning (ML) and Natural Language Processing (NLP) methods. These 
are used for functions such as the supervised classification of studies for systematic screening, topic 
modelling to create evidence maps, and neural machine translation to improve multilingual access to 
research.
 
The paper adopts an equity-aware approach to AI in LMIC evidence ecosystems by highlighting power 
dynamics, identifying potential harms for vulnerable groups across use cases, and proposing governance 
and capacity-strengthening steps to mitigate them.

The analysis was guided by a primary research question and four sub-questions.

Primary Research Question: To what extent and how can AI support evidence synthesis and its 
uptake and use in education systems in low- and middle-income countries?

Sub-questions:

1.	 How is AI transforming the synthesis of evidence for education in LMICs?
2.	 How does AI alter the communication, contextualisation, interpretation, and uptake/use of education 

evidence in LMIC education systems?
3.	 What risks, harms and ethical frameworks matter most for AI in LMIC education evidence synthesis 

and uptake/use?
4.	 What governing principles and key considerations emerge from this analysis that can shape an ethical 

and effective strategy for BE² member engagement with AI in education evidence?

Research Questions1.3

This working paper is a rapid, AI-assisted analytical overview developed by the author in collaboration with 
the BE² Steering Committee, a time-limited Working Group of AI experts convened by the BE² Secretariat 
for the preparation of this paper, and a research specialist who supported literature searching, screening, 
and citation verification. This report is not a systematic review. The methodology prioritised practical 
lessons, insights, and examples.

Targeted searches were conducted in Google Scholar and ERIC using predefined Boolean strings and 
filters to identify a set of seed sources. The specific search strategy, including Boolean strings used, is 
detailed in Appendix A. From this, the set of seed sources was prepared in advance, prioritising peer-
reviewed articles but also drawing on grey literature.

Using the outline, seed sources, and a detailed prompt, AI-assisted deep research tools were employed 
to generate draft text and additional sources using backward and forward citation chaining. The full, 
master prompt used to generate the first draft has been published for full methodological transparency 

Methods1.4
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and is accessible via the link provided in Appendix A. The prompt was iteratively refined and outputs 
from multiple runs were reviewed and significantly edited by the author. All factual claims and citations 
were verified; AI outputs were treated as drafts only. Successive revisions were reviewed with both expert 
groups, and feedback was incorporated.

Interviews were also held with experts and organisations using AI in education evidence synthesis and 
uptake; interviews are listed in Appendix A. The specific examples and use cases featured in Part 2 were 
selected from interviews with BE² members, AI Working Group participants, and their partners.

Due to the nature of this rapid analytical overview, the coverage of the literature is indicative rather than 
comprehensive, and the findings should not be interpreted as a definitive summary of all evidence. This 
working paper relied primarily on open-access sources; subscription-only literature is under-represented, 
and coverage is strictly limited to English language publications.

References to specific tools, products, and organisations are provided solely to illustrate current practice. 
Their inclusion does not constitute endorsement or preference by BE².

Limitations1.5
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Applications of AI in Education Research 
Synthesis and Uptake/Use2

This section maps the current and emerging applications of AI in the education evidence ecosystem 
and analyses how these technologies are changing both the production of secondary research and its 
subsequent communication and use. Use cases are also captured throughout this section.

The production of secondary research is a key component of evidence-based policy. However, it is 
notoriously intensive in human time and financial resources. AI is increasingly being marketed as a solution 
to this challenge, promising to automate or semi-automate various stages of the synthesis process. While 
AI introduces its own resource demands related to computational power, energy consumption, and 
infrastructure setup, its primary benefit is addressing the high human and financial costs associated with 
traditional review methodologies.

However, AI systems are associated with well-documented risks and harms. Many AI search tools rely on 
indexing, citation counts, and algorithmic relevance. This can create a bias that favors well-known authors, 
journals, or institutions from the Global North, while innovative, less-cited, or locally-published work from 
LMICs is underrepresented.

Furthermore, the suitability of AI for synthesis is dependent on the review’s methodology. AI tools excel at 
the repetitive, rule-based tasks found in structured, protocol-driven methods like systematic reviews and 
meta-analyses (Marshall and Wallace, 2019). For these reviews, AI can be applied to explicit steps like 
screening abstracts or extracting pre-defined data fields (Bolaños, Salatino, Osborne, and Motta, 2024; 
Marshall and Wallace, 2019). Conversely, for less structured traditional literature reviews, which are 
more subjective, AI’s role may be used for exploratory functions like brainstorming keywords or searching 
for sources.

The application of AI also differs based on the type of evidence. For quantitative synthesis (like meta-
analysis), AI’s role may be computational: extracting structured numerical data (e.g., sample sizes 
or effect sizes) and supporting statistical analysis (Qualtrics, 2024). The human-in-the-loop acts as a 
statistical expert to verify models and outputs. For qualitative synthesis, AI’s role shifts from computation 
to interpretation, using Natural Language Processing (NLP) to analyze unstructured text (Leeson et al., 
2019). This is more challenging, as models can struggle to grasp deep cultural context or authorial intent 
(Lee, 2025). Here, the human is the arbiter of meaning who validates AI-generated insights (Christou, 
2024).

This distinction is critical because it highlights a key risk: methodological flattening. AI tools, especially 
those not designed for rigorous synthesis, may default to summarizing commonalities across studies, 
resulting in a “lowest common denominator” approach. Without the ability to differentiate methodological 
quality or weigh studies appropriately, AI can obscure nuance and treat all findings as equal, regardless 
of their reliability.

AI Uses in Evidence Synthesis2.1



Part 2: Applications of AI in Education Research Synthesis and Uptake/Use
Artificial Intelligence in Education Evidence Synthesis and Use in Low- and Middle-Income Countries 8Return to

Contents 

A key reference for navigating this rapidly evolving field is the EdTech Hub’s topic brief  Using AI 
to Automate the Literature Review Process in Education (Haßler et al., 2024). This resource provides 
readers with a practical guide to the landscape, examining the appropriateness, ease of use, cost 
and advancements of available AI tools. It also considers the strategic value of building a custom AI 
tool for this purpose, offering important insights for any organisation considering the adoption of these 
technologies.

AI’s Role in Evidence Synthesis

The traditional evidence synthesis workflow can be visualised as a linear sequence of tasks, many of 
which are potential leverage points for AI intervention. Table 1 overleaf summarises how AI is currently 
being used across key stages of the evidence synthesis process, alongside associated risks and the 
forms of human oversight required. It is informed by the literature reviewed, including overviews such as 
Haßler et al. (2024) and Marshall & Wallace (2019). 

The column “Current Use in Practice” provides a qualitative, comparative description of how widely each 
application is observed to be used in real-world evidence synthesis settings, together with brief context 
explaining factors that appear to shape current levels of adoption.

The following sections explore several of these stages in greater detail. For practical purposes, some 
closely related tasks from the table, such as Systematic Searching and Screening, are discussed together. 
This section also examines emerging AI applications like Evidence Mapping, which can inform multiple 
stages of the synthesis process. Notably, dedicated sections for Quality Appraisal and full Synthesis and 
Interpretation are omitted, as AI tools for these tasks are the least mature and still highly dependent on 
complex human judgment. This exploration is supported by illustrative use cases, some of which highlight 
the growing number of global initiatives in this space, as detailed further in Appendix B.

https://docs.edtechhub.org/lib/BVD8JX7V/download/LIGIF6BE/Haßler%20et%20al.%20-%202024%20-%20Using%20AI%20to%20Automate%20the%20Literature%20Review%20Process%20in%20Education%20A%20Topic%20Brief.pdf
https://docs.edtechhub.org/lib/BVD8JX7V/download/LIGIF6BE/Haßler%20et%20al.%20-%202024%20-%20Using%20AI%20to%20Automate%20the%20Literature%20Review%20Process%20in%20Education%20A%20Topic%20Brief.pdf
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User
Task

AI’s
Potential Roles

Current Use
in Practice

Key
Risks

Human-in-the-
Loop Role

Problem
Formulation

Supporting 
brainstorming, 
identification of 
key concepts, 
and structuring 

preliminary 
research protocols.

Limited use, with 
no established 
practices for 
integrating AI 

into scoping and 
question-setting.

Reinforcing 
dominant 

paradigms or 
biased/ unfeasible 
research agendas.

Primary Strategist
Uses AI only for 

exploratory input.

Systematic 
Searching

Supporting term 
suggestion, 
identification 
of relevant 
databases, 

concept-based 
searching, and 
broader search 

coverage.

Use remains 
limited, potentially 

reflecting structural 
constraints and 

limited consensus 
on AI-assisted 
search design 

practices.

Risk of incomplete 
retrieval due to 

paywalls, language 
limitations, and 
dependence on 

metadata and DOI 
availability.

Primary 
Investigator
Retains full 

responsibility for 
strategy design 
and validation.

Screening

Ranking by 
relevance, filtering 
irrelevant studies, 
and acting as a 
supplementary 

second reviewer.

Relatively 
established in 
practice, with 

widespread use 
in commercial 
tools driven 

by substantial 
efficiency gains.

Risk of excluding 
key studies; 

systematic bias 
toward Global 

North literature; 
reinforcement of 

historical inclusion 
and exclusion 

biases.

Auditor/Final 
Checker

Reviews excluded 
citations or those 

of uncertain 
relevance.

Data 
Extraction

Initial extraction 
of data from text, 

tables, and figures.

Growing but 
uneven adoption, 
with limited trust 

in outputs for 
direct use and 

no standardised 
practices.

Inaccuracy or 
hallucination in 

complex or non-
standard data.

Verifier/Corrector
Conducts 
systematic 

verification and 
correction of all 

outputs.

Quality 
Appraisal

Highlighting 
relevant 

methodological 
information in the 

text.

Adoption 
remains limited 

because the task 
requires nuanced 

interpretation 
and professional 

judgment.

Missed subtle 
methodological 
flaws or false 

confidence based 
on incomplete 
information.

Primary Rater
Makes all final 

judgments.

Synthesis 
and 

Interpretation

Thematic 
clustering, drafting 

descriptive 
summaries, and 
supporting basic 
visualisation of 

findings.

Adoption remains 
very limited due 
to the complexity 
of integration and 

judgment required.

Plausible 
but incorrect 
narratives, 

oversimplification, 
or distortion of 

findings without 
careful human 
interpretation.

Synthesiser/ 
Author

Critically rewrites, 
integrates, and 
interprets all AI 

outputs, assesses 
certainty, and 

formulates final 
conclusions.

TABLE 1
AI Applications in Evidence Synthesis: Tasks, Risks, and Human Oversight Roles
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USE CASE
Formulating Research Questions and Hypotheses

Description: This application involves using generative AI tools like LLMs to explore a topic, 
brainstorm potential research questions, identify related concepts and help structure a research 
protocol.

Assessment: While formal evidence is limited, anecdotal reports suggest these tools can 
accelerate the initial stages of a review by helping researchers map out a field and refine their 
focus. Currently, AI outputs can be generic or inaccurate and will reflect the biases of the 
training data. Significant human expertise is required to filter and refine suggestions.

Equity and Vulnerability Considerations: This application carries a risk of entrenching existing 
or dominant research paradigms. An LLM’s suggestions for “important” research questions will 
be based on the volume and prominence of topics in its training data, which is overwhelmingly 
Western literature (Khan, Umer and Faruque, 2024). This can lead to the neglect of questions 
that are of high priority to local communities in LMICs but are underrepresented in global or 
academic discourse.

USE CASE
Systematic Searching and Screening

Description: This is one of the most developed applications of AI in evidence synthesis, 
especially in high-income medical research, but is still emerging in education and LMIC 
contexts. It uses machine learning algorithms to semi-automate the screening of thousands of 
titles and abstracts to identify studies that meet a review’s inclusion criteria. The AI is typically 
trained by a human on a small subset of studies and then used to rank the remaining records by 
relevance, allowing reviewers to focus on the most likely candidates first (Tsou et al., 2020).

Assessment: Evidence for effectiveness is strong, with multiple studies demonstrating 
significant workload reductions. A pragmatic review found that AI tools could reduce screening 
time by over 50% (Abogunrin et al., 2025). Another study in educational research found an 
average workload reduction of 58% (Campos et al., 2024). Tools like Research Screener 
have reported workload savings of between 60% and 96% (Chai et al., 2021). In addition to 
substantial savings in time and labour costs, AI can increase the feasibility of conducting large-
scale reviews. Appropriate use requires technical setup and validation, and its performance 
depends on the quality of initial AI training. There is a risk of missing relevant studies if not 
carefully managed with human oversight.

Equity and Vulnerability Considerations: The effectiveness of AI screening tools is contingent 
on the data they process. Because they are primarily trained on and applied to major English-
language academic databases, they will systematically miss, or down-rank research published 
in other languages or in non-indexed sources (Khan, Umer and Faruque, 2024). In many LMIC 
contexts, the most relevant evidence may exist in government reports, NGO evaluations, or local 
journals, precisely the “grey literature” that these AI tools are least equipped to handle. This 
creates a high risk of producing systematic reviews that are systematically blind to local evidence.
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A further barrier is the heterogeneous nature of education as a research domain. Automation has advanced 
in fields like medicine and public health precisely because they rely on standardized reporting formats, 
taxonomies, and metadata schemas. Education research, by contrast, lacks these shared descriptors and 
controlled vocabularies (Karlstrøm, 2024; Haßler et al., 2024). This means its broad conceptual language 
and variable study designs make automated extraction and synthesis substantially harder for AI tools. 
This lack of standardization in the field’s inputs (like intervention types) and outputs (like outcome metrics) 
remains a core challenge. Therefore, strengthening metadata standards for education and aligning them 
with global open infrastructures is a necessary step toward fair and effective AI-enabled synthesis. Several 
global initiatives, such as those detailed in Appendix B, are now attempting to create these comparable 
standards to build a more coherent and interoperable global evidence architecture.

AI’s effectiveness is also fundamentally constrained by the same critical access barriers that plague human 
researchers: journal paywalls. Even advanced systems like   EPPI-Reviewer cannot access paywalled full 
text unless a user already has access or an open-access version is available. That makes open scholarly 
indexes such as   Semantic Scholar,   OpenAlex, and   CrossRef particularly important for discovery 
and linking, because they provide openly accessible metadata (and, depending on the source, abstracts 
or abstract representations) even when full text remains inaccessible. However, this system relies entirely 
on robust, open metadata. Ensuring every scholarly item has a persistent Digital Object Identifier (DOI) 
is critical for stable citation and automated retrieval. Where these identifiers are missing (as is common 
for locally published LMIC research and grey literature), those studies become invisible to AI, further 
entrenching existing inequities. Expanding DOI assignment and open metadata coverage for LMIC outputs 
is therefore an essential infrastructural step toward a more inclusive global evidence ecosystem (Jacobs 
Foundation, 2025; Wellcome, 2025).

EXAMPLE
Education Endowment Foundation - Pilots for Screening and Qualitative Extraction

The Education Endowment Foundation (EEF) is using AI to enhance the efficiency of its process 
for synthesising evidence supporting its  Teaching and Learning Toolkit. In collaboration with the 
EPPI Centre at University College London, EEF has been piloting the use of AI in reviewing titles 
and abstracts using the comprehensive OpenAlex database as a search source directly within the 

 EPPI Reviewer software. The process has been highly iterative; for the first toolkit strand tested, 
the team developed 16 different versions of the screening prompts to train the AI model.

Comparing the results to human screeners completing the same task, AI has achieved 95% 
accuracy in identifying relevant studies at the title and abstract screening stage and a significant 
33 to 40% reduction in the overall time burden (personal communication, M. Zaman, August 
18, 2025). Full text reviews remain a fully human endeavour to ensure nuanced interpretation, 
but EEF hopes to move towards a “living evidence” model in the future. Living syntheses use AI 
to continuously update evidence, representing a shift from static reports to syntheses that are 
revised in near real-time. 

Beyond screening, EEF has also begun a pilot program to test AI’s capability for qualitative data 
extraction. This process is still in its very early stages but has shown promising initial results. 

https://eppi.ioe.ac.uk/cms/Default.aspx?tabid=2914
https://www.semanticscholar.org
https://openalex.org
https://www.crossref.org/
https://educationendowmentfoundation.org.uk/education-evidence/teaching-learning-toolkit
https://eppi.ioe.ac.uk/cms/Default.aspx?tabid=2914
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The pilot involves taking research studies that have already been double coded by human 
researchers to ensure a reliable baseline for comparison. The team has converted their more 
qualitative data extraction questions (those not related to quantitative effect sizes) into a series 
of prompts for the AI.

Even with the first version of the prompts, the results were surprisingly positive. The AI has been 
effective at extracting the correct information, though it is not yet perfect and sometimes misses 
certain questions. An interesting lesson learned is that the structure and even the nesting of questions 
within a prompt can significantly impact the quality of the AI’s output. While they have not yet 
encountered issues with the AI “hallucinating” or inventing data, they are aware of it as a potential risk.

The ultimate goal may not be full automation. A potential future model could involve the AI 
handling 70-80% of the qualitative extraction, with a human researcher verifying the output 
and completing the more complex or nuanced questions. A key strategic application being 
considered is to use the AI to retrospectively double-code thousands of older studies in their 
database that were originally coded by only one person. This would serve to validate and 
improve the quality of their existing evidence base before applying the technology to new studies.

USE CASE
Data Extraction and Analysis

Description: This application uses LLMs to automatically identify and extract specific data 
points from the full text of research papers, such as details about the study population, 
intervention, and outcomes (Scherbakov et al., 2025).

Assessment: Performance is mixed and highly context dependent. One recent study found an 
overall accuracy of 91% for an LLM-assisted approach, which was slightly better than a human-
only process and saved a median of 41 minutes per study (Gartlehner et al., 2025). However, 
other feasibility studies caution that accuracy varies significantly by domain and data type, with 
LLMs struggling to extract complex or subjective information and achieving accuracy as low 
as 10-16% for such tasks (Stewart-Evans, 2025). The risk of the AI “hallucinating” or inventing 
information is a concern. While using AI for data extraction and analysis can significantly speed 
up one of the most laborious stages of a review, accuracy is not yet reliable enough for full 
automation, the process requires meticulous human verification, and performance is inconsistent 
across different types of data.

Equity and Vulnerability Considerations: The risk of misinterpretation could be magnified in 
LMIC contexts. An AI model may fail to understand nuanced terminology or contextual factors 
specific to a particular country or culture. For example, it might incorrectly extract data on 
“school type” or “teacher qualification” if the categories used in the source paper do not align 
with the Western-centric taxonomies embedded in the model, or it might overlook important 
differences in belief systems, values, religious traditions, and cultural practices. Such errors, if 
not caught by a context-aware human reviewer, can lead to a fundamentally flawed synthesis 
of evidence. Multiple ways of knowing, including Indigenous knowledge systems, tend to be 
overlooked, despite their importance (UNESCO, 2021b).
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USE CASE
Evidence Mapping and Gap Analysis

Description: AI techniques, particularly topic modelling and clustering, can be used to analyse 
large collections of literature to identify dominant research themes, visualise the landscape of 
existing evidence, and thereby identify evidence gaps where research is sparse (Abogunrin et 
al., 2025).

Assessment: These methods are effective at providing a high-level, bird’s-eye view of a 
research field and can process thousands of documents far more quickly than human teams. 
While they can rapidly map vast fields of literature, as well as providing a visual and intuitive 
way to communicate the state of evidence, the topics identified require significant human 
interpretation to be meaningful, and the process is sensitive to the parameters chosen by the 
user.

Equity and Vulnerability Considerations: Like all evidence mapping, the “map” of evidence 
created is a map of what is present in the consulted sources or indexed databases. This may 
include an absence of research from the Global South, among other gaps.

 OpenScholar.ai is an emerging, open-source initiative from Open Development & Education, 
designed to address critical gaps in the evidence synthesis ecosystem. While it builds on 
the comprehensive OpenAlex database, OpenScholar.ai’s unique contribution is its suite of 
AI-powered tools designed to streamline the synthesis process itself, offering a transparent 
alternative to proprietary “black box” systems. To address concerns around opaque AI 
models, its architecture allows users to directly compare outputs from different large language 
models (e.g., ChatGPT and Gemini) with user-defined prompts for tasks like screening and 
data extraction. This multimodel approach provides greater user control and a more verifiable 
research process. Its focus on equity for researchers in LMICs is reflected in several key design 
choices:

1.	 Systematic Integration of Grey Literature: Crucially for education research, the platform 
actively incorporates sources often neglected by commercial tools. For instance, a current 
pilot with Jimma University in Ethiopia focuses on surfacing local PhD theses within both 
OpenScholar.ai and the broader OpenAlex database. 

2.	 Accessibility and Interoperability: It is built on a lightweight tech stack for performance in 
low bandwidth settings and integrates with open-source tools familiar to researchers, such 
as Zotero.

By combining an open-access data source (OpenAlex) with a transparent, multimodel AI toolkit 
and a deliberate focus on underserved evidence types, OpenScholar.ai serves as a functional 
example of building an accessible, locally relevant evidence synthesis approach discussed in 
this paper.

EXAMPLE
OpenScholar.ai - An Open-Source Initiative for Equitable Evidence Synthesis

https://openscholar.ai/
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Beyond producing research, a critical challenge in the evidence ecosystem is ensuring that findings are 
communicated effectively and used to inform policy and practice. AI is being explored as a tool to bridge 
this know-do gap, for example by translating complex evidence into more accessible, timely, and tailored 
formats. The following sections explore several of these uses in greater detail.

AI Uses in Evidence Uptake2.2

USE CASE
Automated Generation of Policy Briefs and Research Summaries for Policy Audiences

Description: This application uses LLMs to automatically condense long research reports or 
academic articles into short, digestible formats like summaries for policy audiences or policy 
briefs.

Assessment: LLMs can produce fluent and coherent text summaries quickly. However, the 
accuracy and nuance of these summaries are a major concern. The risk of factual errors or 
“hallucinations” is significant and requires careful human verification. While leveraging AI to 
generate products for policymakers and other decision-makers may dramatically reduce the 
time required to produce them, there is a high risk of inaccuracy, oversimplification and the 
omission of critical nuance. The current limitations of the technology make unsupervised or fully 
automated use in research summarisation very risky. Some organisations are piloting this use 
with significant human oversight; see example from J-PAL below.

Equity and Vulnerability Considerations: This is a high-risk application if policymakers or 
other users have direct access to the tool without human oversight. An automated summary 
might highlight an intervention’s positive “average effect” while omitting a critical finding that 
the intervention was harmful to a specific vulnerable subgroup (e.g., girls or students with 
disabilities). If a policymaker acts on this incomplete summary, the result could be a scaled-
up program that causes significant harm. This danger of oversimplification is not unique to 
automation; the process of summarization is always an act of interpretation. Automating it, 
however, risks systematizing and scaling these errors, silently embedding model biases into 
what is presented as objective evidence.

J-PAL has deployed a multi-agent LLM workflow that produces first-draft evaluation summaries 
from publicly available impact evaluations. The system runs in a private (API-based) LLM 
environment where multiple agents handle separate tasks such as 1) extracting study details, 2) 
synthesising findings and writing a summary, 3) ensuring that the written summary follows J-PAL 
language guidelines, and 4) improving clarity before any human edits (personal communication, 
Brancel, Carter and Williams, August 8, 2025). J-PAL staff then edit and fact-check the draft and 
share it with the original researchers for review and approval prior to publication.

EXAMPLE
J-PAL Multi-Agent Pipeline for Policy and Evaluation Summary First Drafts
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The workflow includes explicit safeguards. Only open-access papers are ingested, and the 
configuration prevents paper content from being stored or used to train external models. 
Private materials such as proposals for research funding are excluded. Human editors remain 
accountable for accuracy, consistency, and tone, which addresses common concerns about 
hallucinations and preserves J-PAL quality standards. All summaries go through the same 
editorial and review process as manually drafted ones, and AI use is not disclosed to editors to 
avoid bias in feedback. Early use has reduced turnaround time as the volume of studies J-PAL 
produces grows faster than staffing. By using AI to generate initial drafts, staff can shift their role 
from writing to editing, and also focus more time on higher-order synthesis products (such as 
Policy Insights that draw lessons across multiple studies) while maintaining quality and fidelity 
in individual summaries. J-PAL is also testing complementary tools to speed research cycles, 
including a semantic survey question bank and AI-assisted data cleaning and analysis, which 
together target bottlenecks across production, synthesis, and use.

The J-PAL team has found that careful prompt engineering improved the quality of final outputs. 
AI-generated drafts often require substantial editing to ensure accuracy, appropriate framing, 
and alignment with J-PAL’s voice. Writers must read the underlying paper before reviewing the 
AI draft to avoid bias and ensure proper fact-checking.

USE CASE
Multilingual Evidence Translation and Localisation

Description: This use is established for high-resource languages but still emerging for many 
LMIC languages. It involves using AI-powered machine translation to convert evidence products 
into multiple languages, thereby increasing their accessibility to policymakers and practitioners 
in diverse linguistic contexts. For example,  Felo AI Academic Search allows users to make 
queries in their preferred language, and the system will search through global literature in 
various languages. Results are translated back into the user’s language.

Assessment: The quality of machine translation has improved dramatically. For many 
widely spoken languages, it can provide a “good enough” translation for gist and general 
understanding, making evidence accessible to linguistic communities that would otherwise be 
excluded, far faster and cheaper than manual translation. Initiatives like Meta’s NLLB-200 model 
have expanded high-quality translation to 55 African languages (ai.meta.com, n.d.). India’s 
BHASHINI platform similarly focuses on multilingual AI, providing shared language data and AI-
enabled translation and speech capabilities for research and public-sector use across diverse 
Indian languages (Ministry of Electronics and Information Technology [MeitY], n.d.).
However, AI performance in multilingual translation is still highly variable, especially for low-
resource languages, with benchmarks showing a significant performance gap between English 
and most African languages (Adelani et al., 2025). AI struggles with technical jargon and cultural 
nuance, and there is risk of conveying incorrect information through inaccurate translation.

Equity and Vulnerability Considerations: While translation to languages that would previously 
not have had access to the evidence is a valuable improvement, poor quality translation can lead 
to harmful outcomes. Just because a tool can handle a language doesn’t guarantee it can search 

https://felo.ai/blog/introducing-felo-ai-academic-search-multilingual-research-tool/?utm_source=chatgpt.com
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the sources in that language equally well or identify grey literature in that language. Furthermore, 
high-quality “localisation” is more than just translation; it requires adapting concepts, examples, 
and framing to be culturally and contextually relevant. AI is currently very poor at this. Without 
a robust process for validation by native speakers who are also system experts, automated 
translation can spread misinformation (National Education Association, 2025). In addition, 
multilingual translation alone is insufficient to support meaningful evidence uptake; contextual 
relevance, local ownership, and collaboration with local actors must be embedded from the outset.

USE CASE
AI-Powered Interfaces for Querying Research Findings

Description: These are conversational AI interfaces that allow users to ask natural language 
questions and receive answers synthesised from a specific body of evidence, such as a 
database of research reports or a set of policy documents. There are a number of these tools 
currently available that are not education-sector specific, such as  Elicit,  SciSpace and  

 ImpactAI, the latter of which is currently under development by the World Bank and described 
further below. AI-for-Education.org’s  Evidence Library allows users to query education-
specific evidence, although sources are limited to open-access journals.

Assessment: This application shows promise, especially when tools query a constrained 
evidence base (as those mentioned above). Data chatbots and other interfaces can lower 
access barriers; democratise access to information in low-connectivity settings; provide direct, 
synthesised answers rather than a list of links; and they can be highly cost and data-efficient. 
They can help teachers, intermediaries, and policymakers interrogate, navigate, and apply 
research, provided answers are grounded in a curated evidence base with clear citations. 
However, the quality of answers is entirely dependent on the quality and scope of the underlying 
knowledge base. There is a risk of providing out-of-context or inaccurate information if not 
carefully curated and maintained. 

A closely related application, “theTeacher.AI” chatbot featured in the example overleaf, 
demonstrates the potential for high adoption and impact directly with end-users. The chatbot’s 
answers are “steered” by Education Endowment Foundation evidence-based pedagogy, 
thereby bringing evidence-informed practice advice directly to teachers in remote areas. 
Teachers in Sierra Leone found AI’s answers more relevant, helpful, and correct than web 
searches (Björkegren et al., 2025). See the example overleaf for more information about 
theTeacher.AI.

Equity and Vulnerability Considerations: These interfaces have the potential to “leapfrog” 
or supersede the web by compressing search, curation and translation into a single 
conversation that delivers vetted, context-aware guidance faster and at far lower data cost, 
especially for users in low-resource settings (Björkegren et al., 2025). While the traditional 
web is a decentralised system, the knowledge of these AI tools is curated and controlled by 
its designers. This raises critical questions: Who decides what evidence is included in the 
knowledge base? Whose knowledge is prioritised? A chatbot trained on a global evidence 
repository might provide advice that is inappropriate or even dangerous in a specific local 
context. Without transparency over the knowledge base, chatbots could become a tool for 
imposing external norms and knowledge systems.

https://elicit.com/
https://scispace.com/
https://impactai.worldbank.org
https://evidencechat.ai-for-education.org/library
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The World Bank’s Development ImpactAI lab is developing a specialised tool,  ImpactAI, 
to provide policymakers and researchers with rapid access to high-quality, quantitative, 
normalised research findings from a curated database of over 12,000 Randomized Controlled 
Trials (RCTs) across various development sectors. Users can interact with the evidence via 
research summaries and interactive visualizations, including filtering findings by sector to query 
the evidence base on specific interventions and receive a consolidated summary of relevant 
studies.

A key feature of ImpactAI is its hybrid technical approach that distinguishes between qualitative 
and quantitative synthesis to enhance reliability. For summarising the context and design of the 
RCTs, the tool leverages an ensemble of Large Language Models (LLMs). However, to avoid 
the risk of LLM “hallucinations” with numerical data, it employs a separate and purely statistical 
synthesis method to normalize and present quantitative effect sizes. The agentic system is being 
designed to automate the entire synthesis workflow; for instance, the statistical component can 
flag studies with particularly large effect sizes, prompting the LLM to provide a deeper analysis 
of those specific findings.

The tool is currently undergoing internal testing at the World Bank. A pipeline of potential external 
partners, including major development organisations, is being developed for a broader testing 
phase. An open-access public release is anticipated to follow this testing phase by partners.

EXAMPLE
World Bank’s ImpactAI, a Hybrid Approach to Evidence Synthesis

While theTeacher.AI is not a direct example of querying a static evidence database, it serves 
as a powerful case study on the demand for and impact of delivering synthesised, evidence-
informed guidance directly to practitioners. Developed by Fab Inc.,  theTeacher.AI is a 
WhatsApp-based chatbot that Sierra Leonean teachers message like any contact; on the 
backend it forwards the conversation plus a system prompt to the OpenAI API. The prompt 
instructs the bot to act as a helpful education assistant and to follow Education Endowment 
Foundation evidence on pedagogy, with short, simple English for low-resource classrooms; 
access is restricted to education-related queries for quality control. 

The study found that teachers used the AI more frequently than web search, and in blinded 
evaluations rated the AI’s answers as more relevant, helpful, and correct. Crucially, the AI was 
also far more resource-efficient, using 3,107 times less data on average than loading a single 
web search result, making it 87% cheaper and more viable in a low bandwidth, high-cost 
environment (Björkegren et al., 2025). Although this example is not about direct querying of 
evidence findings, it does demonstrate possible future direct use of evidence by teachers and 
their interest in using AI tools.

EXAMPLE
theTeacher.AI Chatbot (Sierra Leone)

https://impactai.worldbank.org
https://theteacher.ai
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In India, the nonprofit Dream a Dream is piloting a GenAI-supported Research–Policy Lab and 
Collaborative Data Ecosystem designed to bridge evidence and policy on social and emotional 
learning under the National Education Policy 2020.

The ecosystem hosts an interactive dashboard that integrates a diverse body of evidence - 
including data and insights from the OECD Social and Emotional Skills Survey, studies by the 
Brookings Institution such as NEST and SPARKS, and large-scale social and emotional well-
being data collected across four Indian states in collaboration with the Life Skills Collaborative 
- allowing users to query, visualise, and interpret evidence through an AI-assisted interface. The 
LLM interface enables policymakers and educators to ask natural-language questions, drawing 
on this curated knowledge base to generate context-specific summaries and comparative 
insights. 

Early testing has shown that the AI interface has increased access and dialogue but requires 
strong ethical governance and human-in-the-loop review to prevent misinterpretation of 
sensitive well-being data. Stakeholders emphasised that AI’s value lies less in speed than in 
creating shared spaces for collective sense-making and reflection between researchers and 
policymakers. The initiative also highlights a persistent constraint in LMIC contexts: insufficient 
local data on well-being and mental health to train robust models. Dream a Dream’s experience 
suggests that AI for evidence uptake is effective when it supports the relational use of data, 
helping stakeholders interpret evidence together rather than fully automating analysis or 
decision-making.

EXAMPLE
Dream a Dream Policy Lab and Collaborative Data Ecosystem (India)



Part 3: Opportunities, Harms, Risks and Governance
Artificial Intelligence in Education Evidence Synthesis and Use in Low- and Middle-Income Countries 19Return to

Contents 

Opportunities, Harms, Risks and Governance3

This section provides a brief overview of the opportunities and the ethical, technical and social harms and 
risks associated with using AI in the education evidence ecosystem for LMICs. 

Opportunities: Enhancing Evidence Synthesis and Use

As detailed in Part 2, AI offers the potential to make the evidence synthesis and use cycle more efficient, 
inclusive and responsive while also introducing new constraints and trade-offs around quality that must 
be actively managed. This potential, which was illustrated by the use cases in Part 2, can be grouped into 
three primary areas of opportunity:

	� Automation and Acceleration: AI can automate routine work, like initial screening, deduplication 
and structured data extraction, reducing costs and allowing researchers to focus on higher-value 
interpretation. This can accelerate evidence cycles, shifting static reports to “living” syntheses that are 
updated in near real-time.

	� Augmentation of Human Insight: AI tools can map vast evidence landscapes, revealing thematic 
clusters and research gaps that are difficult to detect manually. 

	� Democratisation and Localisation: By lowering technical barriers, AI can democratise research, 
enabling under-resourced institutions and researchers in LMICs to contribute more meaningfully to 
evidence synthesis and use. Furthermore, AI-powered translation and adaptation can make research 
accessible in local languages and policy contexts and can help elevate indigenous knowledge when 
it is included in the collection of sources.

Potential Risks: Amplifying Inequity and Causing Harm

While the potential for efficiency gains is real, AI systems can inherit and amplify long-standing biases in 
the global evidence base.

Pre-Existing Challenges in Evidence Synthesis: Long-standing issues in evidence synthesis - that existed 
long before the widespread usage of AI - form the baseline for judging any AI workflow. These include:

	� Publication and Language Bias: Which over-weights English-language studies while under-
representing local evidence from LMICs.

	� Power Asymmetries: Where authorship and analytical power often remain with high-income partners, 
diluting local priorities.

	� Critical Access Barriers: Journal paywalls and subscription costs prevent both human researchers and, 
crucially, AI systems from accessing the full text of vital studies. This barrier extends beyond academic 
research; paywalls also block access to practitioner-focused materials such as high-quality teacher 
training guides and validated assessment tools, which are often heavily funded by development partners 
but remain inaccessible. This disproportionately limits the ability of under-resourced institutions and 
frontline practitioners (like teachers) in LMICs to produce and use comprehensive evidence - a limitation 
that AI does not solve and may obscure by seamlessly synthesising only what it can access.

Opportunities and Challenges3.1
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	� Oversimplification in Policy Translation: Where briefs and dashboards can compress critical 
nuances and context.

	� Erosion of Local Agency and Knowledge: That devalue and ignore local, qualitative, and 
indigenous knowledge systems.

Risks Exacerbated or Introduced by AI: AI’s speed and scale can amplify the problems above while 
also creating new challenges. These include:

	� Amplified Bias: The speed and scale of AI can rapidly reproduce and deepen existing biases in the 
evidence base. AI models trained on biased data can reproduce and amplify harmful stereotypes 
about gender, ethnicity, or poverty (Venturini, 2023). This can lead to allocative harms, where flawed, 
AI-driven analyses result in the inequitable distribution of educational resources (Cardona, Rodríguez 
and Ishmael, 2023) or mask deep-seated discrimination (UNESCO, 2023).

	� Inaccuracy and Opacity: Confident-sounding AI outputs can mask factual errors (“hallucinations”) 
and invented sources. While the “black box” nature of many models hides their reasoning, it is worth 
noting that this opacity is not unique to AI; the complex, technical methods of human researchers can 
also create similar barriers to scrutiny and replication. 

	� Erosion of Human Agency and Critical Judgment: Over-reliance on AI for tasks like screening, 
extraction, and summarisation risks weakening the critical judgment that underpins high-quality 
evidence synthesis. When researchers are positioned primarily as reviewers of AI-generated outputs, 
rather than as active interpreters of evidence, opportunities for sense-making, methodological 
scrutiny, and contextual reasoning are reduced. Over time, this can also erode foundational research 
skills, particularly for junior researchers, who traditionally develop these capabilities through direct 
engagement with primary studies and synthesis decisions.

	� Dependency, Lock-in, and Value Extraction: Uneven access to proprietary models creates a new 
digital divide and risks locking LMICs into expensive, inflexible platforms, creating dependency risks, 
including loss of control over nationally generated data (GOV.UK, 2020). This dynamic raises the 
critical question of who benefits from AI-driven synthesis. It creates a risk that value (both financial 
and in data) is extracted by the external commercial entities that own and broker these proprietary 
models, rather than being retained as public goods or by LMIC institutions.

	� Data Privacy and Intellectual Property Risks: There is a significant risk of organisational data 
leakage and intellectual property loss. When users upload confidential or proprietary information (such 
as internal strategy documents, draft reports, or non-public data), that data can be captured by the 
provider and used for model training. This creates a critical risk that sensitive information could be 
inadvertently revealed to other users in the future, or be accessed by the provider’s staff, leading to a 
loss of confidentiality and intellectual property. 

	� Environmental, Social, and Cultural Harms: New risks emerge from the significant environmental 
costs of developing and deploying large-scale AI systems, including water and energy demands, 
as well as exploited labour conditions for training AI (Cowls et al., 2021). In addition, AI systems can 
introduce cultural harms by privileging dominant languages, epistemologies, and knowledge sources, 
which may marginalise local languages, culturally-situated evidence, and indigenous or community-
based knowledge systems, particularly in LMIC contexts (UNESCO, 2021a).
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Several international and regional bodies have articulated high-level ethical guidance and governance 
frameworks to inform the development and use of AI, including those developed by  OECD and  

 UNESCO, as well as regionally led efforts such as the African Union’s Continental AI Strategy (OECD, 
2024; UNESCO, 2021a, 2023; African Union, 2024).  These frameworks are cross-sectoral rather than 
education-specific, but they converge around a common set of key ethical requirements that provide a 
normative foundation for responsible AI use. Across the OECD, UNESCO, and African Union frameworks, 
these recurring ethical dimensions include:

	� Proportionality and Do No Harm: Ensuring the use of AI is justified and proportionate to the aim and 
that risks are identified, assessed, and actively managed through prevention or mitigation.

	� Responsibility and Accountability: Establishing clear lines of accountability and ensuring systems 
are auditable and traceable.

	� Transparency and Explainability: Making the use and function of AI systems understandable to an 
appropriate degree.

	� Fairness and Non-Discrimination: Actively promoting social justice and ensuring the benefits of AI 
are accessible and do not perpetuate discrimination.

Ethical Frameworks3.2

A central question for the responsible adoption of AI is defining what constitutes “good enough” 
performance. This debate is often simplified to a comparison of AI versus human error rates. While research 
confirms that manual human processes are also prone to errors - one study found an 11% error rate for 
a traditional human-only data extraction versus 9% for an AI-assisted one (Gartlehner et al., 2025) - this 
comparison misses the point. The critical issue is not just the rate of errors but their nature. Human errors 
are often random, while AI errors can be systematic and scaled, leading to widespread, biased harm.

Another fundamental threat to scientific synthesis is the inherent unpredictability of many generative AI 
models. Unlike a traditional algorithm, an LLM may produce different results - such as different summaries 
or extracted data - from the exact same prompt and source text. This lack of reliability poses a direct 
threat to replicability, a cornerstone of scientific synthesis. If a review’s findings cannot be reliably 
replicated, its credibility is undermined, which makes robust, human-led verification and transparent 
documentation a methodological necessity.

There is also the danger of amplifying and legitimizing low-quality evidence. This is because AI 
currently struggles to assess the quality of evidence, failing to judge the reliability of both quantitative 
and qualitative data. Models may uncritically replicate unreliable quantitative data without assessing its 
statistical validity, and they are similarly poor at judging qualitative reliability, often failing to grasp the 
nuances of context or researcher positionality. As a result, models may struggle to differentiate between 
high-quality, rigorous studies and low-reliability findings.

Mitigating these risks of unreliability and quality misjudgment requires a broad set of Quality Assurance 
(QA) processes. For evidence synthesis, this goes beyond standardized testing to include preventative 

Performance, Quality and Assurance3.3

https://oecd.ai/en/ai-principles
https://www.unesco.org/en/artificial-intelligence/recommendation-ethics


Part 3: Opportunities, Harms, Risks and Governance
Artificial Intelligence in Education Evidence Synthesis and Use in Low- and Middle-Income Countries 22Return to

Contents 

measures, such as pre-deployment validation on local data, “red teaming” to test for bias, or building in 
architectural constraints to prevent hallucinations, as well as corrective protocols like robust human-in-the-
loop verification and regular audits.

Several practical techniques are used to implement this QA strategy:

	� Human-in-the-Loop Verification: This is the core, manual QA process where a subject matter expert 
meticulously reviews AI-generated outputs (such as extracted data, summaries, or quality flags) to 
check for accuracy, contextual errors, and subtle misinterpretations that automated systems would 
miss. It is the final and most important safeguard against AI-driven errors. The expertise required for 
this role varies by use case; for example, policy-facing synthesis demands different competencies 
than academic research synthesis, and oversight must be aligned accordingly.

	� Benchmarking: This involves the standardised testing of AI models against agreed-upon “gold 
standard” datasets and metrics to provide a comparable measure of performance. Without robust, 
context-relevant benchmarks, claims of AI effectiveness remain unsubstantiated.

	� Bias and Fairness Audits: These techniques systematically test an AI model for harmful biases 
before those biases can lead to real-world harm. Evaluation must go beyond simple accuracy metrics 
to include specific tests for demographic and subgroup biases.

	� Consensus-Based Cross-Checking: This emerging QA technique involves running the same task 
across multiple models or using varied prompts. Outputs that converge are treated with higher 
confidence, while significant outliers are flagged for mandatory human review. This approach 
attempts to use AI’s variability to simulate a form of “second opinion” and move the output closer to a 
human consensus.

Applying these quality assurance techniques effectively requires clear evaluative criteria. At a minimum, 
quality assurance for AI-enabled evidence synthesis should include the following key considerations:

	� Risk-Proportionate Thresholds: The required level of accuracy, reliability, and human oversight 
should increase with the stakes of the decision or output.

	� Contextual Performance Validation: AI performance should be tested and validated using local, 
contextually relevant data, not solely global benchmarks.

	� Documented AI Use and Evaluation: The AI systems and processes used in evidence synthesis, 
including the models employed, workflows applied, prompt documentation, and known limitations, 
as well as the methods and results of performance evaluation, should be documented and made 
available to enable independent scrutiny, verification, learning, and accountability.

While the quality assurance measures discussed above can mitigate technical errors, they do not resolve 
the fundamental trade-offs inherent in AI adoption. The focus on productivity can inadvertently compete 
with the deeper, long-term investments required to sustain human expertise and institutional resilience. 
Furthermore, the perceived gains are significantly diminished if the underlying evidence base remains 
exclusionary; without the integration of diverse research and data from local contexts and in local 
languages, AI tools may simply accelerate the synthesis of biased data. Addressing these structural 
tensions requires moving beyond technical safeguards to a broader, principles-based strategy.
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The Way Forward4
Responding to the challenges outlined above requires more than technical safeguards or isolated 
tools. Realising AI’s potential in education evidence ecosystems in low- and middle-income countries 
depends on an education-led, human-centred approach that deliberately strengthens human judgment, 
institutional capacity, and foundational infrastructure. This section sets out a principles-based strategy to 
guide responsible engagement with AI in ways that balance innovation with long-term equity, quality, and 
resilience.

To guide decision-making in this evolving landscape, the following five principles P1 - P5  serve not as 
technical rules but as a compass for organisations and individuals. They are intended to help navigate the 
core tension between the urgent need to keep pace with AI’s rapid evolution and the caution required to 
manage its ethical and structural risks, ensuring that human, institutional, and infrastructural foundations 
are strengthened in the process.

Principles for a Responsible AI Evidence Ecosystem4.1

Principle 1
Invest in Sustainable, Foundational Public Infrastructure 

Arguably the greatest barrier to equitable AI is the lack of essential public goods, specifically the 
shortage of high-quality, representative datasets and accessible open-source tools. This gap 
creates a landscape where commercial AI products may dramatically outperform open-source 
alternatives, creating significant barriers to entry (Jabarian and Imas, 2025). As the data issue 
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is foundational, flawed or biased training data inevitably produces flawed outcomes. Without 
robust open-source options, institutions in LMICs risk vendor lock-in, potentially losing control 
over their data and development priorities (Marwala, 2025).

These structural constraints also have direct cost and sustainability implications. Inclusion 
and equity in LMIC contexts also depend on value for money and affordability. This requires 
consideration of procurement arrangements and full lifecycle costs, including ownership, 
maintenance, training, and ongoing support, rather than focusing solely on initial setup.
Addressing these challenges requires building a comprehensive support ecosystem. This 
includes developing a suite of high-quality, open source tools designed for low bandwidth 
environments (Adelani et al., 2025), promoting interoperable standards, and ensuring procurement 
processes prioritise algorithmic transparency. Sustaining this ecosystem also demands long-term 
financing models, such as integrating AI investments into national education budgets.

This emphasis on sustainable infrastructure must also explicitly include environmental and social 
sustainability. This involves prioritizing energy-efficient models, demanding transparency in 
data supply chains to address exploitative labor, and transparently reporting on the ecological 
footprint of AI tools.

Finally, strengthening open, foundational infrastructure means ensuring persistent, machine-
readable identifiers for all research and practice artefacts. Assigning Digital Object Identifiers 
(DOIs) and ensuring open metadata for grey literature and ministry outputs (like curricula or 
guidance) enable easier discovery, citation, and cross-linking. Without these identifiers, much 
LMIC knowledge remains invisible to AI systems and cannot be reliably surfaced or reused.

Principle 2
Ensure Robust Data Privacy and Security

Protecting sensitive and confidential information is a non-negotiable prerequisite for ethical 
AI adoption. This includes safeguarding personal data, research data, and organisational 
intellectual property from unauthorised access, misuse, or unintended disclosure. Given the 
scale and opacity of many AI systems, failures in data protection can have wide-ranging 
consequences that are difficult to reverse, particularly in LMIC contexts.

This responsibility should begin at the system level. Organisations can prioritise a ‘privacy by 
design’ approach by procuring or building tools that embed data protection by default rather 
than relying primarily on individual users to manage risk. This includes limits on data retention, 
restrictions on reuse beyond the original purpose (such as model training), and transparency 
over where and how data are stored and processed. User diligence remains critical; AI tools 
should not be used with proprietary or confidential materials unless explicit safeguards are in 
place, and privacy settings must be actively verified.

Robust privacy and security protections also require respect for national and regional data 
governance frameworks. In LMIC contexts, maintaining local control over how education data 
are stored, processed, and reused is essential to avoid dependency on external vendors and to 
preserve the public value of nationally generated data.

P2
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Principle 3
Govern Early, Proactively and Inclusively

Robust governance and accountability mechanisms are prerequisites for, not afterthoughts to, 
AI deployment. Ministries and organisations should establish clear policies, ethical guidelines, 
and decision rights before committing to large-scale AI adoption (Sharma, 2022). This includes 
specifying which tasks must not be fully automated, what constitutes acceptable use, and how 
meaningful human oversight will be maintained in practice. Governance should also require 
risk management, including privacy and security safeguards, bias and harm assessment, and 
processes for monitoring performance over time.

Inclusive governance is part of this foundation. Decisions about procurement, deployment, 
and acceptable risk should involve those most affected by the system. Strong LMIC leadership 
and ownership in these processes is essential to ensure AI serves local needs and values and 
reduces the risk of misaligned deployments.

P3

Principle 4
Foster a Culture of Critical Learning and Adaptation

The field currently suffers from a scarcity of rigorous studies evaluating AI’s actual 
performance, benefits, and harms in education settings, particularly in LMICs. Investment is 
needed to document what AI is genuinely achieving in practice. This requires a commitment 
to systematically recording both positive results and unintended consequences, sharing 
these findings in open repositories to enable the ecosystem to move from assumption-driven 
innovation to evidence-driven improvement (de Souza Zanirato Maia, Bueno and Sato, 2023; 
Edwards et al., 2023).

Given the rapid, daily evolution of AI, stakeholders must commit to a culture of continuous 
learning. This requires building broad AI literacy for all actors - from policymakers to researchers 
- to encourage critical and informed use and consumption of AI tools and their outputs. It also 
demands a commitment to transparency and independent evaluation, where organisations 
disclose the models, data sources, and known limitations of their tools to enable scrutiny and 
help the ecosystem adapt as the technology evolves (Khan Academy, 2025).

In this rapidly shifting context, “evidence” need not be limited to expensive, lengthy studies. The 
global community can benefit from members sharing simpler, more immediate learnings. This 
can include sharing blogs or participating in a community of practice to compare how outputs 
differ between models, test new prompts, or document practical challenges. This kind of rapid, 
open learning is essential for collective adaptation.

P4
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Principle 5
Strengthen LMIC Leadership and Capacity

A sustainable education evidence ecosystem depends on strengthening the conditions under 
which LMIC actors can create, adapt, and steward AI technologies and solutions relevant to 
their contexts, rather than remaining structurally dependent on externally developed tools. This 
requires sustained investment in human and institutional capacity, including both broad-based 
AI literacy and specialised technical skills. Crucially, it also involves the deliberate design of 
human-in-the-loop systems that augment and support human professionals rather than seeking 
to replace them. Such an approach helps preserve the agency and critical judgment of local 
professionals and safeguards foundational skills. To support this, future studies on AI’s efficacy 
and equity must be actively led by researchers and institutions in the Global South.

Building this ecosystem also depends on practical enablers of equity. This includes co-
designing tools around concrete, context-specific pain points and the standardisation and 
digitisation of Southern knowledge. The toughest equity gap remains uptake. Even when 
high-quality tools exist, they will not be adopted unless access costs are low and outputs are 
translated, contextualised, and genuinely useful within the local language and policy reality 
(National Education Association, 2025; Björkegren et al., 2025).

To translate the principles from 4.1 into practice, this section offers key considerations structured as guiding 
questions. These questions are not exhaustive checklists but rather starting points for critical self-reflection 
by BE² members and partners. The questions are grouped first by cross-cutting responsibilities and then by 
specific actor roles. Members can adapt or augment these questions to ensure AI investments strengthen 
open infrastructure, protect people, and improve uptake, especially in LMIC contexts.

Cross-Cutting Responsibilities for All

The following cross-cutting responsibilities are organising lenses that apply to all ecosystem actors, 
regardless of role.

Governance, Ethics, and Safety

	� Privacy and Security P2   Are privacy-by-design principles being embedded and clear protocols 
established to avoid uploading confidential content?

	� Technology Vetting P2   What is the process for vetting the privacy and security policies of third-party 
AI tools? Are privacy settings, such as opting out of data use for model training, actively configured?

	� Internal Protocols P2   What clear, non-negotiable protocols govern the use of AI with sensitive or 
proprietary data? Are there explicit rules against uploading entire confidential documents to public AI 
tools?

	� Human Agency and Oversight P3  P5   As part of the governance framework, how are decisions made 
about which tasks should not be automated? What processes ensure that meaningful human oversight 
and agency are maintained?

Key Considerations for Ecosystem Actors4.2

P5
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Equity and Inclusion

	� Proactive, Inclusive Governance P3   How is LMIC leadership and ownership being ensured in the 
design, governance, and authorship of AI tools? Are these governance structures being established 
before adoption?

	� Uptake Reality P5   Is there adequate budgeting and planning for the work of translation, localisation, 
low bandwidth delivery, and ongoing support so that tools are actually adopted?

Transparency, Learning, and Openness

	� Open Evidence P1  P4   Are persistent identifiers (DOIs) and open metadata being used and 
contributed to? Are prompts, methods, and evaluations being shared to grow the collective evidence 
base?

	� Transparency and Evaluation P4   What are the standards for transparency? Are the AI tools, 
prompts, and human oversight involved in projects clearly reported? How is independent evaluation 
being funded?

	� Continuous, Adaptive Learning P4   What mechanisms are being created to share learnings and 
failures openly and rapidly with the broader ecosystem to accelerate collective adaptation?

	� Critical Consumption P4   How can a culture of critical, rather than passive, consumption of AI-
generated outputs be fostered?

Considerations for Specific Actors

The following section outlines guiding questions tailored to different ecosystem roles. Many organisations will 
identify with more than one role.

Funders and Multilateral Partners

	� Infrastructure P1   Are funding strategies prioritising open, foundational infrastructure - such as 
shared datasets, multilingual corpora, and persistent identifiers (e.g., DOIs for grey literature) - rather 
than isolated, proprietary pilots?

	� Vendor Neutrality P1  P3   Do grant and procurement policies require open standards, algorithmic 
transparency, and data portability to prevent vendor lock-in and ensure long-term sustainability?

	� Learning Agenda P4   Do funding mechanisms include requirements to document and share real-
world benefits and harms of AI use, with open publication of prompts and evaluation results?

	� Equitable Uptake P5   Are budgets and implementation plans ensuring translation, localisation, and 
low bandwidth access, so AI tools are actually usable by educators and ministries in LMICs?

	� LMIC Leadership P3  P5   Are decision-making, funding, and governance structures controlled by and 
led by partners in the Global South, with dedicated resources for co-design?

	� Beneficiary and Value Analysis P1  P3  P5   Who are the ultimate financial and data beneficiaries of the 
AI tools being funded? How is it being ensured that value (e.g., intellectual property, trained models) 
is retained by LMIC institutions?

Governments and Education Ministries (and those supporting them)

	� Public Goods P1   Are ministries being supported to digitise and standardise curricula, guidance, and 
lesson libraries, and to assign DOIs/metadata to improve discovery, citation, and AI re-use?
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	� Policy and Assurance P2  P3  Are model policies, procurement clauses, and QA protocols being 
provided ahead of scale-up?

	� Capacity and Literacy P4  P5  Is there a plan for AI literacy and role-specific training and for building 
regional hubs or peer-learning networks?

	� Uptake Conditions P5   Are tools being aligned with policy calendars, curriculum structures, and 
language needs (translation/localisation) to reduce adoption friction?

	� Uptake Channels P5   Are mechanisms being created to ensure evidence flows not just within 
the ministry, but also to district and regional officials, teacher training institutions, teachers and/or 
practitioner networks?

	� Monitoring Evidence P4   Will deployments include independent evaluation and open reporting of 
benefits and harms?

Researchers and Evidence Intermediaries (and those supporting them)

	� Open Workflows P1   Are open tools, taxonomies, and metadata being used and contributed to so 
Southern evidence is machine-discoverable?

	� Transparency P4   Do outputs disclose AI use (models, prompts, data sources) and publish negative 
results/failures?

	� LMIC Leadership P3  P5   Are LMIC partners the researchers and final decision-makers, and are grey 
literature and non-English sources systematically included?

	� Quality and Bias P3  P4   Are there benchmarks, human verification processes, and bias audits 
appropriate to the local context?

	� Uptake Readiness P5   Are products designed for affordability, low bandwidth access, and translation 
for end-users?

Implementers and Developers (and those working with/through them)

	� Co-Design P3  P5   Are products co-designed with teachers and ministries around concrete local pain 
points and tested in low-resource settings?

	� Open and Interoperable P1   Do solutions use open standards, expose metadata/DOIs, and operate 
with public repositories?

	� Quality Assurance P3  P4   Are there clear human-in-the-loop checkpoints, “red-teaming” processes, 
and post-deployment monitoring with open reporting?

	� Uptake and Equity P5   Are access costs low, and are outputs translated, contextualised, and policy-
relevant for the target users?

Educators and Practitioners (and those supporting them and other end users)

	� Usefulness First P5   Are outputs translated, contextualised, and aligned to curriculum and classroom 
realities, not just technically correct?

	� Affordability and Access P5   Are tools low-cost and usable offline or in low bandwidth settings where 
needed?

	� Feedback Loops P3  P4   Are there channels for end users to flag inaccuracies, harms, or wins, 
feeding into product iteration and policy learning?

	� Capacity P4  P5   Are there peer networks or communities of practice that strengthen AI literacy and 
promote safe, equitable use?
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This working paper began by exploring to what extent and how AI could support evidence synthesis and its 
uptake in LMIC education systems. The analysis confirms that AI is not a peripheral tool but a powerful force 
with the potential to fundamentally reshape entire evidence ecosystems.

The investigation revealed a clear and compelling potential for transformation. AI applications are already 
beginning to accelerate the traditionally slow and resource-intensive work of synthesis, such as systematic 
screening and data extraction, offering a path toward more rapid and “living” evidence models. Simultaneously, 
AI is altering the uptake and use of evidence. Emerging tools, from multilingual translation models to AI-
powered chatbots, demonstrate a clear capacity to democratise information, overcome language barriers, and 
deliver timely, synthesised guidance directly to practitioners and policymakers.

This potential for acceleration and democratisation also introduces serious challenges, particularly in relation to 
equity, quality and governance. The paper’s central tension is the pull between the urgency of innovation and 
the need for profound care. The analysis shows that AI is not a neutral tool. Without deliberate governance, its 
applications risk amplifying the very inequities they claim to be able to solve. These harms include entrenching 
the dominance of Global North data, creating dependencies on proprietary “black box” systems, and scaling 
inaccuracies that could lead to harmful policy decisions.

The challenge, therefore, is not if AI will be used, but how these technologies and their suppliers will be 
governed across different levels. This paper concludes by advocating for a strategic path forward for BE² 
members, grounded in the principles and considerations outlined in Part 4. This strategy prioritises a human-
centric, ecosystem-building approach grounded in open infrastructure, proactive governance, and sustained 
investment in LMIC capacity and leadership. Preserving human agency and critical judgment is not a barrier 
to innovation; it is a prerequisite for ensuring that AI is adopted ethically, responsibly, and in service of a more 
equitable and effective education evidence ecosystem.

Conclusion4.3
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Appendix A: Methodological Disclosures

Boolean Search Strings
1.	 (“evidence synthesis” OR “systematic review” OR “scoping review” OR “evidence map” OR meta-

analysis OR “knowledge synthesis”) AND education AND (“artificial intelligence” OR “large language 
model” OR LLM OR “machine learning” OR NLP OR “generative AI”) AND (“low- and middle-income” 
OR LMIC OR “Global South” OR Africa OR “South Asia” OR “Latin America” OR Caribbean OR ASEAN)

2.	 (“evidence uptake” OR “evidence use” OR utilization OR “use of evidence” OR “knowledge 
translation” OR “research-to-policy” OR “research utilization”) AND (policymaker* OR “policy maker*” 
OR “decision maker*” OR “system leader*” OR government OR ministry OR donor OR funder OR 
implementer* OR practitioner* OR “research broker*” OR “knowledge broker*” OR “policy lab”) AND 
education AND (“artificial intelligence” OR “large language model” OR LLM OR “machine learning” 
OR NLP OR “generative AI”) AND (“low- and middle-income” OR LMIC OR “Global South” OR Africa 
OR “South Asia” OR “Latin America” OR Caribbean OR ASEAN) 

3.	 (“evidence synthesis” OR “systematic review” OR “evidence translation” OR “evidence use”) AND 
education AND (“artificial intelligence” OR “large language model” OR LLM OR “machine learning”) 
AND (“low- and middle-income” OR LMIC OR “Global South” OR Africa OR “South Asia” OR “Latin 
America” OR Caribbean) AND (quality OR accuracy OR reliability OR timeliness OR time OR cost OR 
usefulness OR “decision-making”)

4.	 (education) AND (“evidence synthesis” OR “systematic review” OR “evidence translation”) AND 
(“artificial intelligence” OR “large language model” OR LLM OR “machine learning”) AND (“low- 
and middle-income” OR LMIC OR “Global South” OR Africa OR “South Asia” OR “Latin America” 
OR Caribbean) AND (equity OR fairness OR bias OR “algorithmic bias” OR harm* OR exclusion 
OR discrimination OR gender OR women OR girls OR language OR multilingual OR “low-resource 
language*” OR rural OR remote OR capacity OR “data environment” OR “data quality”)

5.	 (education) AND (“evidence synthesis” OR “systematic review” OR “evidence translation”) AND 
(“artificial intelligence” OR “large language model” OR LLM OR “machine learning”) AND (“low- and 
middle-income” OR LMIC OR “Global South” OR Africa OR “South Asia” OR “Latin America” OR 
Caribbean) AND (skill* OR training OR “capacity strengthening” OR “organizational capacity” OR 
compute OR GPU OR “data access” OR governance OR “data protection” OR privacy OR IRB OR 
“ethics review” OR safeguarding OR “risk assessment” OR audit OR assurance OR procurement OR 
contracting OR “vendor management” OR “open-source” OR “sovereign AI” OR “data sovereignty” 
OR interoperability OR portability OR provenance OR transparency OR “audit trail”)

6.	 (education) AND (“evidence synthesis” OR “systematic review” OR “policy brief” OR “decision 
support” OR “research-to-policy”) AND (“artificial intelligence” OR “large language model” OR LLM 
OR “machine learning”) AND (“low- and middle-income” OR LMIC OR “Global South” OR Africa 
OR “South Asia” OR “Latin America” OR Caribbean) AND (trust OR credibility OR legitimacy OR 
provenance OR citation OR transparency OR documentation OR monitoring OR evaluation OR 
accountability OR adoption OR uptake OR rejection OR “non-use”)

Literature Search StrategyA1

Databases
Google Scholar, ERIC

Search Dates
17-19 August, 2025

Settings
Years = 2022–2025
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PromptA2

On 20 August 2025, a “master prompt” was submitted to two distinct large language models: ChatGPT 
Deep Research and Gemini Deep Research. The text output produced by Gemini Deep Research was 
primarily used to form the basis of the first draft, though some elements from the ChatGPT Deep Research 
output were also incorporated.

The full master prompt is provided at  this link for methodological transparency.

Author’s Note on Process: While provided for transparency, the author notes that this “master prompt” 
approach (using a single, highly detailed, and lengthy prompt to generate a full first draft) is not presented 
as a best practice.

In hindsight, the extensive length of the prompt created significant “noise,” resulting in a draft that 
required substantial human-led review, fact-checking, re-writing and correction of misattributed sources. 
Consequently, the author is uncertain of the actual time saved using this approach.

As demonstrated by the task-based structure of Part 2.1 in this paper, current best practices recommend 
using a series of shorter, more focused, and iterative prompts to manage and verify AI-assisted tasks at 
discrete stages of the research and writing process (e.g., brainstorming, then literature searching, then 
outlining, then drafting section by section). This allows for greater human control and verification at each 
step, which is likely more efficient and reliable.

List of InterviewsA3

Date Interviewee

6/8/25 Jason Gulya, Berkeley College

8/8/25 Madeline Brancel, J-PAL
Samantha Carter, J-PAL
Jessica Williams, J-PAL

11/8/25 Taskeen Adam, Open Development & Education and EdTech Hub
Daniel Plaut, Results for Development and EdTech Hub

13/8/25 Björn Haßler, Open Development & Education and EdTech Hub

14/8/25 María José Ogando Portela, Fab Inc. and AI-for-Education.org
Oliver Garrod, Fab Inc. and AI-for-Education.org

14/8/25 Ines Charro, Jacobs Foundation
Donika Dimovska, Jacobs Foundation

18/8/25 Mohammad Zaman, Education Endowment Fund

29/8/25 Sharif Kazemi, World Bank

9/10/25 Sreehari Ravindranath, Dream a Dream

https://docs.google.com/document/d/1iGjFjv2-cg5gTydBWhMkyXwX-dZON8hFhc22N6Q-6s0/edit?pli=1&tab=t.0#heading=h.sz73ihvsexgl
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Appendix B: Global Initiatives

The following global initiatives using AI represent investments in building the infrastructure needed for a 
more efficient and equitable global evidence ecosystem.

Jacobs Foundation - Global Evidence Repository
The Jacobs Foundation is part of a  collective initiative with 16 leading organisations to build a Global 
Evidence Repository, a back-end tool designed to make evidence on what works for children and 
learning more accessible, actionable, and globally relevant. This synthesis-ready repository will help 
evidence intermediaries find primary studies tagged to a co-created education taxonomy. The product’s 
development focuses on three parts: (1) reaching sector consensus on this taxonomy to pool and code 
existing data; (2) adapting the  Wellcome/Gates–funded Destiny infrastructure so multiple datasets can 
be harmonised under a common schema; and (3) testing the tool’s ability to speed up and lower the cost 
of real synthesis work (personal communication, Charro and Dimovska, August 14, 2025). AI is used to 
code datasets to the taxonomy and to continuously scrape and ingest new studies (for example, from 
ERIC, OpenAlex, Google Scholar). A global and open RFP will be issued for evidence intermediaries 
and EdLabs, particularly in the Global South, to test a minimum viable product of the repository during 
2026 by producing syntheses in response to country-based policy needs. The initiative is a foundational 
investment in the ESIC road map and will build upon the broader infrastructure of the Evidence Synthesis 
Infrastructure Collaborative (ESIC, see below).

OECD - Evidence Web Meta-Portal
Launched by the OECD in 2025, the  Evidence Web for Education project seeks to create a more 
coherent global evidence architecture and support the systematic use of evidence in policy and practice. 
The initiative is developing a meta-portal that connects major education evidence platforms across different 
regions and languages. In collaboration with global repository leads and experts, the project establishes 
shared taxonomies and quality guidelines to create interoperability, effectively building a navigation tool 
across disparate evidence sources. The project explores the use of AI to assess the quality and strength of 
evidence and to support users in generating high-quality evidence briefs. It will also ensure that external AI 
systems, like LLMs, can draw appropriately on the meta-portal’s structured knowledge.

UKRI - Transforming Global Evidence
This £11.5 million  initiative funded by the UK’s Economic and Social Research Council (ESRC) aims to 
develop a “transformative global infrastructure” for AI-driven evidence synthesis for policymaking (UKRI, 
2024). The mission is to provide policymakers with access to accurate, up-to-date syntheses of scientific 
evidence to address key policy challenges and accelerate progress on the SDGs. The project will fund 
a consortium to create an integrated approach combining human and AI capabilities for synthesising 
evidence in an “equitable and inclusive manner” and to develop innovative ways to translate findings into 
formats that are easy for decision-makers to use.

Wellcome - Evidence Synthesis Infrastructure Collaborative (ESIC)
Backed by £45 million in funding,  ESIC is a major initiative to transform the global evidence architecture 
(Wellcome, 2025). Its central goal is to create a shared, open infrastructure that enables “living evidence 
synthesis” - the continuous, real-time aggregation of scientific data. This is designed to make the synthesis 
process more timely, relevant, and affordable. Crucially, a core objective is to make these tools more 
accessible for researchers in the Global South. The  initiative is ongoing.

https://jacobsfoundation.org/education-funders-and-partners-unite-to-strengthen-global-evidence-use-to-accelerate-learning/
https://destiny-evidence.github.io/website/
https://www.oecd.org/en/about/projects/evidence-web-for-education1.html#ewe-teaser
https://www.ukri.org/opportunity/transforming-global-evidence-ai-driven-evidence-synthesis-for-policymaking/
https://wellcome.org/insights/articles/evidence-synthesis-infrastructure-collaborative
https://evidencesynthesis.atlassian.net/wiki/spaces/ESE/overview?mode=global

